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When an analytic model or sizing tool predicts CPU performance, it uses (1) queuing theory calculations and (2) a representation of relative performance for each CPU configuration. This paper focuses on (2) using a sample CPU rating system from www.spec.org.  The research results include an algorithm for finding functions to describe relative performance, as well as specific properties of general and vendor-specific functions.  These results can be directly applied to any case where the CPU vendor supplies limited benchmark data compared to the number of CPU configurations actually available.
1. Introduction 
With the sprawling of physical servers in the data center, effective capacity planning is a daunting job without knowing the CPU performance of each server.  The increasing popularity of server virtualization technologies increases the challenges of evaluating and comparing CPU performance across different server configurations for various virtualization/consolidation hardware options.
There are several approaches to evaluate the CPU performance of an application on a CPU configuration.  The best approach is to run the user’s application on the system of interest and measure the performance.  However, it is difficult, if not impossible, to run the user’s application on a wide range of platforms of interest due to portability issues and the heavy cost involved. 

Another approach relies on analytical modeling, which builds a performance model for each design block to estimate CPU performance when the necessary parameters are plugged in [HOST2006].  Saavedra [SAA1996], [SAA1988] has developed a model based on CPU hardware and application characteristics and used the resulting model to estimate the CPU performance for arbitrary combinations of CPU hardware and applications.  Agrawal [JIN2005] et al describe an analytical model that deals with a two-level cache, coherence misses, TLB misses, locking overheads, and contention for memory.  That work attempted to capture as much as possible of the architectural characteristics that are important in determining the CPU performance of a CPU configuration.  However, the sheer complexity of a modern CPU architecture poses significant challenges to analytical modeling efforts. These models often fail to capture some important architectural characteristics in exchange for an analytical model with manageable complexity. For example, the model presented by Saavedra [SAA1996], [SAA1988] does not include features such as hardware interlocking and the effectiveness of branch prediction, to name just two.  Agrawal [JIN2005] captures only a two-level cache although 3-level caches are very common in modern micro-architecture.
A practical approach is to use the published CPU benchmarks for performance evaluation and prediction.  There are several issues to consider when using these benchmark ratings. One is the source of the rating:  vendors or a vendor-neutral organization?  Since each vendor uses a different benchmark job stream, vendor-oriented benchmarks are usually not a very useful tool for comparing the CPU performance across different vendors [ART2005].  Vendor-neutral benchmarks based upon a suite of standardized applications designed by a third party such as SPEC can serve as a very good yardstick for common reference across different architectures and operating systems [CORR2004].  
Another issue is the relevance of the rating to the user’s real workload.  Since SPEC uses geometric means, it gives the same weight to each benchmark.  Therefore   p (n), as the speed up of a CPU with m processors compared to the similar CPU with n processors.   

it may not represent the way a user’s application behaves.  Hoste et al [HOST2006] [HOST2007], have provided insight into how to predict the performance of a user’s application based on its similarity with benchmarks in the SPEC suites. 
 The SPEC benchmark suites include an array of applications covering a significant amount of the workload space, so one can use machine learning approaches such as principal component analysis and generic algorithms to find those benchmark applications that are similar to the application of interest.  Then those benchmark applications can be used to predict the performance of the real workload.  Lee [LEE2006] compares the architectural characteristics of applications in the SPEC benchmark suite to those of real workloads.  He found that benchmark applications are representative of real server and business workloads with regard to architectural characteristics such as cache activity and branching characteristics.  
Another alternative is to use MHz rating.  Even though a MHz rating is simple, easy to access, and very popular approach, it does not provide accurate results across system vendors. 
This study uses the SPEC Integer benchmark suite for predicting CPU performance of a new CPU configuration focused on one processor vendor.  Since the participating vendors choose to report only a small subset of available configurations, there are very limited (or no) published benchmark data for the configuration of interest.  At the same time, system vendors simultaneously offer Intel, AMD and their own processors as the basis for the main packaged systems they sell.  One important result is that similarities in per- processor performance are more correlated with the manufacturer of the underlying processor than the vendor of the resulting system packages.  Thus processor vendor plays a significant role in the total system performance. 
This paper presents statistical analysis of SPEC benchmarks based on processor vendor, and system vendor, and it derives a performance curve using regression modeling.  These derived vendor-specific and/or general functions are used to estimate the performance ratings for the configurations which have no published SPEC benchmarks.  The results show that the published benchmarks, combined with the algorithm, give accessibility to results which do not require much more effort than using MHz, but gives superior results.

2. Methods
This study defines Relative CPU performance function, 

perfm = perfn( (p(m)/p(n))                    (2.1)
where n and perfn  are the base number of processors and the base performance, and m, perfm, are the projected number of processors and the projected CPU performance.

p (n) is described as a quadratic polynomial function as given in formula 2.2. 


    p (n) = c0 + c1 (n + c2(n2
            (2.2)

The key in formula 2.1 is the similar CPUs, which are defined as having the same system vendor, processor type, memory, etc and are different only by the number of processors
 and the corresponding CPU performances. 
In reality, there are no more than 2 to 3 comparable CPUs for most of the CPU models with published SPEC ratings. Because of the shortage of reliable measured data, we can gain relevant data by combing measured performance results for all systems which contain a particular processor, e.g. Intel Xeon 5160, regardless of the system vendor.  Since more and more hardware system vendors simultaneously offer Intel, AMD and their own processors, grouping data based on system vendor does not produce statistical consistency.  
Our study uses composite entries based on specific processor type such as UltraSPARCII, UltraSPARC III and UltraSPARCIV. It also uses processors at different cycle times, e.g. UltraSPARCIII at 600 MHz, 750, 900, 1002, 1015, 1050, 1062, 1200, 1280, 1336, 1503 and 1600 MHz.  Such composite entries usually generate more data points for each CPU model entry and eliminate the uncontrolled weighting of one processor type versus another type produced by the number of published entries provided by the system vendors.  Because many system vendors base their packages on completely different processors, the results, based on the specific processors the system uses, are grouped and summarized.  Otherwise the attempts at looking for similarities in relative performance behavior would be frustrated because we would be comparing “apples and oranges”.  We take these difficulties and complexity into account and use heuristic approaches combined with certain criteria to come up with a good initial curve to compare data.

2.1 Description of CPU Performance Functions

Lets define xst , and yst  as the number of processors and relative CPU performance for each CPU model where  s=0,..S, t corresponds to the (t+1)st processor entry in the s-CPU model.  
If there exists a perfect CPU performance function with a perfect input data set, the values of relative performance 

ratings would satisfy:
computing p(x) = c0  + c1x1 +… +  cmxm , into solving a system of linear equations for m+1unknowns, c0 , c1 ,and
cm by solving the system: (E(c)/ (c = 0:
(s(t ( xstj  -qstxst+1j ) (p(xst) – p(xst+1)( qst) =0,j=0,...,m(2.9)) 
    where qst := yst/( xst( yst+1​).  
                                                                                         Table 2.1 shows that the relative differences between the exact function (2.7) and approximate version of the vendor function (2.8) for HP are small.  The relative error is less than 2% in the range of processors from 2 to 96

yst+1   = yst ( p(xst+1 )/p( xst))

             s=0,..,S;  t=0,..T-1
           (2.3)

In reality, yst+1~   = yst ( p(xst+1 )/p( xst)) may be interpreted as the best possible “prediction” of  the relative CPU performance based on its “nearest” measured base CPU performance, yst and given performance function, p(n). 
The deviations (st = |yst+1~ - yst+1|/ yst+1 between the measured and the “predicted” values reflect the quality of fitting.  Maximal, average errors, and mean square errors show how accurate this predicted values fit the measured data.

(max 
=  max{ (st | s=0,..S; t=0,..T-1}

(2.4)

(avg 
= ((s (t (st )/N

 

(2.5)

(ls 
= (( ((s (t (st2 )/N )


(2.6)

where N = S(T-1) corresponds to the number of “predicted” points.
2.2 Evaluation Models for CPU Performance Functions

To provide the best fit to the measured input data, this study uses the standard least square approach to minimize the sum of square errors.  The best fit performance function parameters will be a solution of the following optimization problem:
( (c*)  = (s(t ((yst+1 – yst (p(xst+1)/ p(xst) ))/ yst+1 )2  -> min


 

 
(2.7)

where c* is the coefficient of the “best-fitting” polynomial function, p(x) = c0 + c1x + c2x2. 

To further simplify formula 2.7, a closed but much simpler model is used in this study:

((c~) =(s(t ((p(xst) – p(xst+1) ( (yst/( xst ( yst+1​))) ) 2  - > min           
                                                                 (2.8)
The approximate formula (2.8) reduced the problem of 
Table 2.1 Relative differences between formula 2.7 and formula 2.8

	Proc

 Number 
	Performance Curves
	Relative Difference

	
	Formula2.7  
	Formula2.8
	

	1
	1.00
	1.00
	

	2
	1.91
	1.92
	0.004

	4
	3.74
	3.76
	0.007

	8
	7.36
	7.43
	0.009

	16
	14.53
	14.68
	0.010

	32
	28.52
	28.87
	0.012

	64
	55.15
	56.03
	0.016

	90
	75.45
	76.89
	0.019

	96
	79.97
	81.55
	0.020


2.3 Software Algorithms for the CPU Performance Functions

In order to get a good initial curve to compare input data, the software algorithms first check input data and reject any input data which do not meet the following CPU performance expected behavior.

1. The rate of increase in the relative CPU performance ratings must be monotonically decreasing due to more overhead as the number of processors increases.

2. Relative per-processor performance should be decreasing
3. CPU performance function is close to linear at small numbers of processors.

Second, the valid input data was represented with a two-dimensional array of the number of processors and their relative CPU performance rating for each composite CPU entry.  The algorithms calculate the coefficients of p(x) based on formula 2.9 and output data for performance functions for any vendor of interest. 

3.   Results

Table 3.1  Vendor Performance Functions for SPECInt  Rate 2000
	Vendor
	Performance

Functions
	Approx Errors:

Avg/Max/SaAvg/RR
	Relative

Performance
	actRelative
Performance

	AMD
	-0.01352 + 1.02704*X -0.01352* X2
	0.029/0.148/0.041/0.99
	0.917
	0.917

	FUJITSU
	-0.00156 + 1.00312*X -0.00156* X2
	0.019/0.123/0.031/1.0
	0.803
	0.803

	HP
	-0.00112 + 1.00224*X -0.00112* X2
	0.024/0.079/0.031/1.0
	0.931
	0.931

	IBM
	-0.00164 + 1.00328*X -0.00164* X2
	0.033/ 0.14/0.052/1.0
	0.951
	0.898

	SUN
	-0.00132 + 1.00264*X -0.00132* X2
	0.019/0.112/0.027/1.0
	0.908
	0.813


What is the quality of the performance functions?  How accurate is the estimation?  One vital criterion is to test how well the performance functions fit the original data from www.spec.org – how small the error indices (max , (avg , (ls  are. Table 3.1 shows that the errors are well under 3.5%.
3.1 Robustness of the CPU Performance Functions
Since the “exact” function for the measured data is not known, how could the performance function be tested for validity?  The algorithm was applied to a simulated data
set which has known exact results.
Experiments were done with a specific case where there exists an “exact” function, p(x) = 0.080 + 0.922*X - 0.002*X2.  This defines the CPU performance for 10 CPU models with numbers of processors ranging from 2 
3.2 Application of Our Performance Functions 
For any CPU configuration of interest without published data, how should the formula be used to get the estimate of the CPU performance rating?
If the CPU configuration of interest has only one measured performance data point with the base processor n with corresponding performance perfn,,  Formula 2.1 can be used with the vendor function.  If the CPU configuration of interest has two measured performance ratings surrounding the desired m, use these two nearest numbers of processors as the base for interpolation and extrapolation approximation.
4.   Results

The previous section has shown that the algorithm of finding CPU performance functions proves to be robust 

to 64.
“Measured” performance values, yst = p(xst)(1 + (), have a relative error (, which is a random value from a normal distribution, N(0, ().  The algorithm was applied to these “measured” data for ( ranging from 0.01 to 0.1.  As one can see from table 3.2, the results are reasonably accurate with reasonably small errors.
Table 3.2 Table Testing default function for different noise levels ( 0.08 + 0.922*X -0.002* X2 )
	Noise

(
	Performance Function
	Approx Errors

avg/max/stEr/RR   

	0.01
	-0.00396 + 1.00792*X -0.00396*X
	0.01/0.026/0.013/1.0

	0.025
	 -0.00348 + 1.00696*X -0.00348*X2
	0.01/0.044/0.017/1.0

	0.05
	-0.00380 + 1.00760*X -0.00380*X2   
	0.017/ 0.039/0.021/1.0  

	0.075  
	-0.00384 + 1.00768*X -0.00384*X2   
	0.019/0.049/0.023/1.0  

	0.1
	-0.00316 + 1.00632*X -0.00316*X2   
	0.024/0.051/ 0.03/1.0


and fits well to both the original, measured data from www.spec.org and to the simulated data with known exact solution. 
MHz is a very popular alternative: simple and easy to access and provides a valid way in some cases

Figure 4.1 shows a clear relationship of MHz and relative performance rating within AMD.  Even though there are different processor generations represented at some of the MHz, very little variation is shown between the different models at the same MHz within AMD.  The values in this table are summarized by Opteron models. 

However, MHz alone provides an unclear picture across the hardware vendors.  Figure 4.2 shows that within a MHz group, significant variation exists, in this case – easily exceeding a ratio of 3:1 at specific MHz ratings. The values in this table are summarized by Intel or Opteron model (the same data used in Figure 4.1).

If MHz were a good predictor of relative performance, all published SPEC ratings for a particular MHz would be similar to each other. Figure 4.2 demonstrates that is not the case. Even restricting the comparisons to a single vendor like Intel, that similarity is not the case.  The graph in Figure 4.3 shows SPECInt2000 ratings, arranged by increasing MHz, and within each MHz range, sorted from highest to lowest.   What would be expected here is that each MHz group would be relatively “flat” with several “step ups” to the next MHz ratings.  However, Figure 4.3 tells a different story.   Each group of ratings is not very “flat”.
Figure 4.4 demonstrates that there is a factor of 3 difference between the best and the worst performance within the 3000 MHz group (as measured by SPECInt2000 benchmarks).  This amount of variation is mainly explained by processor type.  Intel has many different processor families with varying performance characteristics, all nominally rated at 3000 MHz.
Figure 4.5 groups measured performance by Intel processor type within 3000 MHz group and shows that a rating specific to the processor type gives reasonably accurate results. Our study uses that measured data from www.spec.org aggregated by processor type for each MHz group and thus provides superior results over using just MHz as a predictor. 

In summary, if only MHz is used, even within one manufacturer’s processors like Intel, considerably inaccurate results may occur, as much as 3:1 in error. Our algorithms use composite entries representing one processor type at a given MHz as input data, then they filter out those which do not satisfy the performance curve of expected behavior.  The result is a simple and robust solution which gives superior results.

5. Conclusions

Algorithms were applied to measured data from SPEC and to simulated data sets with known exact functions.

These were then compared to the exact formula (2.7) and MHz approach.  These demonstrate that the performance functions provide robust solutions and fit well to the original measured data.

The essence of the technique is that a simple, robust algorithm with externally supplied parameterization gives accessibility to predicted performance results that do not require much more effort than MHz, but result in increased accuracy.

There are some limitations on the CPU performance functions, especially for cases where the base processor and projected processor numbers are quite different (like switching from base 2 to 128). In most of the cases, solid data is not available to evaluate possible error.  Projected results may have huge errors if the base and projected processor number are quite different.  The software implementation of this approach specifically identifies these cases as outliers.
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Figure 4.1 AMD SPECInt 2000 by MHz
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Figure 4.2 Intel and AMD Processor SPECInt 2000 by MHz
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Figure 4.3 SPECInt 2000 for Intel by MHz
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Figure 4.4 SPECInt 2000 for Intel 3000 MHz
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Figure 4.5 SPECint 2000 for Intel 3000 MHz by Processor
� The number of processors is always given as the number of cores in order to provide a constant basis for comparison across the various processor architectures. Currently available processors range from single, dual, quad, to even eight cores per chip.
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