Trending or Modeling for z/OS systems – 
one,  the other, or both?

Growth patterns change frequently in z/OS computing systems.  Capacity managers are often challenged as to perform future projections based on expected trends,  or whether modeling studies should be undertaken to expand predictions to include performance implications.   Workload categorizations,  transactional volumes,  analysts' time, cost options,  and overall benefits play into the decision to trend,  model,  or,  to do both.  
       A new world for many computer analysts

       As many mainframe analysts drift into retirement,            some who are unfamiliar with the platform have been  thrust into the role of capacity planner and mainframe performance specialist.    Often the question asked is “where do I begin?”    An excellent starting point is the understanding and manipulation of the system activity data.   The second step might include the  development of a data store to track activity.

      It can also be a relatively foreign world for the analyst who is used to operating in the arena of smaller systems.    Workload categorization and recognition is more pronounced,   as a single mainframe may serve scores or even hundreds of different user groups,  many in different time zones.    This is a contrast to what might be found in the world of Windows or other smaller systems.   

      Since interest in use of ITIL concepts has accelerated,  one should note that the service design volume within ITIL version 3 contains a segment on capacity management.   Any enterprise that wishes to follow the tenets of ITIL v3 would be likely to implement some sort of capacity plan.   
      Options in the mainframe capacity planning arena,   are there too many?        

      The mainframe capacity planner has a responsibility to analyze historical data,  translate it into business requirements,  combine it with business plans and projections,   and periodically generate reports indicating the current state of the enterprise.   The capacity planner is also commissioned to assess  future  mainframe computing resource requirements,  and evaluate different options that might be taken to fulfill them.     

       Another obligation requires one to react quickly to sudden and often unanticipated business changes.    Common situations include a corporate plan for an acquisition,   and the capacity planner must quickly develop options for handling the incoming work.    Another frequent and often pleasant occurrence is the addition of a new client or large account,   which will generate income but will require additional system capacity.     

      In recent years,  data center consolidations have been carried out to reduce costs,  the capacity analyst is often asked to plan for a re-configuration of and report on performance ramifications. “Virtualization” is a   term heard more often in recent years,  but the concept of consolidation and re-configuration has been around in the mainframe platform for decades.  

      The capacity planner may have a routine,  period-to-period stream of work,   and if the business plan doesn’t vary from the capacity plan,  there’s enough time to garner information,  analyze it,  and report on it.   However,  the planner must be prepared to handle those UNexpected events.    

      One advantage that the mainframe capacity planner has is an assortment of measurement and monitoring tools.   Resource Measurement Facility , or RMF1  from IBM,    will provide the capacity analyst/planner with a robust and very mature set of Workload Manager2-defined system performance and utilization measurements that are aligned with service and report classes.    System Management Facility data,  or SMF3,  delivers a plethora of information about individual tasks that are running on the system.     

      These two sources of data might be sufficient to provide a solid capacity reporting base on their own merit.  Many other tools are available to aid the analyst in data reduction, elimination of outliers,   drawing of trend lines,   and graphical displays of information.    An analyst with a rudimentary knowledge of statistics can probably code some formulas within spreadsheets to handle these situations. 
      Commercial software products also can simplify the process of data reduction,   providing not only trending capability but modeling for performance predictions and the effects of transactional changes.    There are costs associated with these solutions,   yet a decision to license them can actually reduce the total cost of ownership,  or “TCO”,   of an enterprise if they are used properly. 

      Furthermore,  the capacity planner can justify his existence if he can find quantifiable cost savings and performance benefits.  
      Acquisition of turnkey solutions is not always possible,  but when there is support from management for them,   answers can be obtained more quickly.  Multiple scenarios of change can be test-driven for the most economical,  “bottom line” solution.

      Trending  and Modeling,   simply explained

       It’s probably appropriate to explain what a trend analysis basically is.   From Wikipedia,  we find =

    “The term "trend analysis" refers to the concept of collecting information and attempting to spot a pattern, or trend, in the information. In some fields of study, the term "trend analysis" has more formally-defined meanings. Although trend analysis is often used to predict future events, it could be used to estimate uncertain events in the past, such as how many ancient kings probably ruled between two dates, based on data such as the average years which other known kings reigned.”4
      When trending is used in mainframe capacity analysis,  one attempts to draw a pattern of future events,  based on a time-series analysis of past occurrences.   The analyst will also have to make estimates based on anticipated business changes in the future.

      This definition is very simple,  and certainly generic.   Some might wonder why it’s included,  but the Wiki explanation,  which is attributed to no one particular resource,   suggests an interesting approach for those who have not yet built a complete repository of data,   or a performance data base (PDB)  or capacity data base (CDB).    It implies that one might be able to fill in some gaps of missing information,   should it be impossible or impractical to go back and fill in the blanks.

      Modeling is a practice that involves more time and greater complexity than trending, and is a critical  function that can complement trend reporting activity and measurement.    

      Depending on the depth of the modeling exercise, it can be determined if his/her trending projections are correct, and also gain an understanding of performance of the different changes in workload volumes and combinations.    

      There are several methods of modeling generally used in the mainframe arena.    One is analytical modeling,  which was once described as a collection of measured and calculated behaviors of different elements over a finite period of time,  or a snapshot in time,  within the computer system.   This includes workloads,  hardware, software,  and the CPU machine and its configuration5.    Analytical modeling also involves a considerable amount of queueing theory,  and it is best explained in a work by Dr. Jeffrey Buzen,   “A Simple Model of Transaction Processing”,  from the 1984 CMG Proceedings.

      Another popular method of modeling involves simulation.   One accurate explanation of simulation modeling is that “The simulation model describes the operation of the system in terms of individual events of the individual elements in the system.  The interrelationships among the elements are also built into the model.   Then the model allows the computing device to capture the effect of the elements’ action on each other as a dynamic process”  (Kobayashi, 1981).6
      Because of its complexity,  simulation modeling is more common in smaller-scale processor analysis,   as well as network analyses.    There are usually fewer elements to analyze in networks and smaller platforms than in a large z/OS environment,  so many lean toward an analytic approach.
      A third method is a hybrid called “simalytic” modeling.   It combines both analytic and simulation methods,  and was designed by Dr. Tim R. Norton.   Because of the complexity of some system platforms, and simplicity of others,  it can be geared toward multi-platform environments7.
      The modeling method chosen is largely up to the capacity analyst,   his/her level of mathematical knowledge,   and finally,   whatever tools might be available within the analyst’s enterprise.

      Trending as a primary capacity planning tool  

      Trending has some distinct advantages.   First of all,  most sites already have an activity history available,  and it is likely,  at a minimum, to have been built to retain records of overall CPU consumption.   But,   many sites have the means available to analyze RMF-based report data.   If it hasn’t been accomplished already,   a simple capacity planning data repository can be set up through daily measurements of RMF record types 70 and 72.   

       Once a tracking base is established and refined,   there are some simple end user tools that can be used.   The SAS8 computing language is extremely common with capacity planners because it can directly read and store selected SMF and RMF fields from the raw,  variable block spanned data.    It also contains a large number of statistical and summarization functions,  which can easily generate CPU and workload utilization by day,  shift,   or at whatever level is chosen for reporting and analysis.

       Spreadsheet technology can be used to issue tabular reports and develop pivot table graphics.   Microsoft Office Excel9  has become the most common spreadsheet format,   and this permits a data repository to be kept on the desk/laptop Windows machine.   Simple algorithms can be written and applied to determine if data measurements observed are the norm,   or are defying trends of the recent past.     More complex forms of analysis ,  such as Multi-Adaptive Statistical Filtering (MASF)  can also be applied in trending.     MASF allows one to easily use a selective past history as a base of comparison to determine if activity levels have abnormally changed.

      Some of the obvious advantages are that trend lines for projections can easily be drawn using past history.     This is sufficient for many projections,  especially if all that is needed are basic CPU sizing estimates. Most capacity planners issue a monthly report with pertinent information regarding changes,  exceptions,   seasonal variations,   and finally,  basic forecasts for future computing  requirements. 

      A seasoned capacity planner realizes that too much information in a presentation may mask or confuse the message he is trying to convey,   and often trend graphics will allow the most appropriate short,  and accurate message.     
      Finally,  trending can also lend itself to quick,  cross-platform analysis.   Many z/OS supported subsystems receive their input from and dispatch output to other systems on other platforms.  An example of this is DB2 Distributed Data Facility,  or DDF8.    In such situations,  visual correlations of activity graphs from different platforms may show the roots of a capacity or even a performance problem.    

      There are some limitations and caveats in trending,   however.    The need to periodically review,  and likely revise forecasts exists because unexpected changes in utilization can occur.     The input must be reviewed and outliers eliminated or minimized;    new business changes must be considered as well.    It may not be difficult to include the anticipated changes if the nature,  composition, and behavior of any incoming new work can be ascertained and verified.   For example, a financial house expects to see an account-based workload arrive on the system,   and it will use the same software,  and same system where an existing workload resides.    
      While a trend analysis won’t address every issue,  it might be possible to derive an accurate estimate of resource requirements with trending.  Some situations , however, would mandate a modeling approach.

      Other factors that can adversely affect trend analysis is that workloads are not necessarily categorized along lines of business.  The capacity analyst can retain that information in his PDB or CDB and use it,  and also facilitate trending using it,  but it will add to the complexity of a trending exercise. 

      Trending also limits performance analysis in measuring the impact of change.    It is possible to correlate performance degradations with workload growth.    However,  performance on z/OS systems does not necessarily and directly correlate with growth on them.   Newer capacity planners, unfamiliar with systems technology,  might erroneously use linear growth projections,   and this will ignore system performance under stress.  

      Modeling Comes into Play

      Whatever method of modeling is chosen,   it should be noted that modeling answers different,   but very critical questions that can’t be answered by trending.     First of all,   the impact of changes to z/OS system performance cannot always be measured with high confidence in a simple trend analysis.       

      Modeling also affords the opportunity for a capacity planner to test-drive different scenarios of change,  and thus not only derive a greater degree of confidence in capacity projections,  but also performance ramifications.  A trend will alow the analyst to state “Yes,  this new work will definitely function on our system”,   but a well-executed capacity modeling exercise could extend the answer to “but,  certain workloads will be degraded in performance because …”.      

      The capacity planner will be able to deliver a series of options to management,  which could very well translate into a reduction of the costs of acquisition of resources.      

      Based on these answers and subsequent findings,   a tuning exercise,   or time shift of a workload,   or hardware upgrade deferral can be considered.     

      All of these options could probably not be identified with a simple trending process.     It’s true that IBM’s “Capacity on Demand” methodology provides flexibility toward acquisition of new resources;    modeling for performance and capacity permits a performance vs. cost analysis.    That doesn’t eliminate the need for advance planning,  nor does it prevent 
       If a z/OS model is well-constructed,   the capacity planner may even be able to use it to identify specific,  easily-resolvable performance bottlenecks before they occur.   By “well-constructed”,   it is implied that the model includes features such as I/O activity,  other device activity,   CPU Utilization,  and performance indicators,   and, ideally,  the activity can be identified with the Workload Manager group or a line of business application.

      There are some things to keep in mind before taking the modeling approach.  It’s more difficult to implement modeling than a simple trend analysis system,.  A greater effort is required,   and workload categorization and identification of work along lines of business should be performed before starting.        The capacity planner must not only have an intrinsic knowledge of z/OS and performance and capacity concepts,   but an in-depth understanding of the business being served.

      Should one have the use of a modeling software tool,  the process will be easier to activate.     If such tools aren’t available,    there will be more difficulty in,  but the task isn’t  impossible.   A considerable amount of  knowledge and application of mathematical and statistical functions would be good,    as well as extensive in-depth construction of all elements that comprise the critical workloads. 

      Which method should I use?

      Creating and maintaining a measurement database with trend information is probably the first step toward capacity planning.    The capacity planner will use this as a base resource for monthly reporting and also to observe trends in consumption,  and response objectives,  for business-critical workloads.

As we’ve observed,   it can be used for day-to-day reporting,   as well as to generate general growth plans.   It also can provide an excellent base for graphical presentations,    and above all,  you can easily observe expected or unexpected changes within the enterprise.   It can and should be used as a primary base for future projections.

       By contrast, modeling can assist the capacity planner in predicting the impact of changes.   Modeling exercises can return a series of calculated capacity projection,   while also measuring any performance degradations.   

      Modeling permits measurement of improvements and the testing of various “what-if” scenarios;   including system upgrades,  downgrades,  workload movements,  growth,  and removal.  

      The recommended approach?    Trending should always be performed,   and should be the heart of the capacity planning reporting system.    However,  do the following questions need to be answered? =

 Are new workloads going to be introduced to the system?

  Will new work,  or current organic growth require a system upgrade,  or acquisition of additional capacity on an “on demand” basis?

 Is there any indication (and there usually is) that workload changes or additions will have a negative impact on performance?

 Do we have a need to test various options before making a final decision on expansion of our z/OS environment?

 Have performance problems suddenly risen with a critical workload?

Are there unexplained behavioral variances that have recently arisen?

      If the answer is ‘yes’ to any of these questions – and they most often ARE affirmative,    it’s desirable to take the trend analysis one step further,   and the capacity analyst should embark on modeling studies if possible,

      Modeling not only provides benefits for  prediction,   but it also forces a more detailed examination of change.   Were these occurrences one-shot abnormalities,   or are they frequent enough to suspect that the environment has changed?   

      In conclusion,   trending should always be performed,   but modeling can be used to provide further answers to questions,   particularly on predictions and performance.     
       Frequent visits to the modeling arena will assist the capacity planner in refining his or her workload categorizations,   and the information derived from modeling can also assist in refining the contents of the trending data repository.   It will also force a better understanding of the capacity planner’s z/OS workload and system environment.
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